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End-to-End Real-Time Obstacle Detection Network
for Safe Self-Driving via Multi-Task Learning
Taek-Jin Song , Jongoh Jeong , and Jong-Hwan Kim , Fellow, IEEE

Abstract— Semantic segmentation and depth estimation lie
at the heart of scene understanding and play crucial roles
especially for autonomous driving. In particular, it is desirable for an intelligent self-driving agent to discern unexpected
obstacles on the road ahead reliably in real-time. While existing
semantic segmentation studies for small road hazard detection
have incorporated fusion of multiple modalities, they require
additional sensor inputs and are often limited by a heavyweight
network for real-time processing. In this light, we propose
an end-to-end Real-time Obstacle Detection via Simultaneous refinement, coined RODSNet (https://github.com/SAMMiCA/
RODSNet) which jointly learns semantic segmentation and disparity maps from a stereo RGB pair and refines them simultaneously in a single module. RODSNet exploits two efficient
single-task network architectures and a simple refinement module
in a multi-task learning scheme to recognize unexpected small
obstacles on the road. We validate our method by fusing
Cityscapes and Lost and Found datasets and show that our method
outperforms previous approaches on the obstacle detection task,
even recognizing the unannotated obstacles at 14.5 FPS on
our fused dataset (2048 × 1024 resolution) using RODSNet-2×.
In addition, extensive ablation studies demonstrate that our
simultaneous refinement effectively facilitates contextual learning
between semantic and depth information.
Index Terms— Autonomous driving, obstacle detection, multitask learning, semantic segmentation, stereo matching, real-time
perception.

Fig. 1. (a) Given a stereo RGB pair, RODSNet detects small, class-agnostic
obstacles (in brown) from the predicted semantic segmentation (b), using
geometric cues from the predicted disparity map (c) on the fused Cityscapes
and Lost and Found dataset in real-time. Best viewed in color.

I. I NTRODUCTION

R

EAL-TIME scene perception has become crucial for
autonomous driving and intelligent robot navigation in
identifying and segmenting objects in the field of view. With
the advent of deep convolutional neural networks (CNNs),
numerous studies have contributed to remarkable progress in
scene understanding from semantic and geometric cues from
objects [1], [2]. In the context of autonomous driving, it is
crucial to discern not only objects of known classes such as
road, person and car, but also those without proper annotations and potential road hazards, as failure to detect them
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often leads to safety consequences. Moreover, the increasing
rate of debris-related highway crashes in the U.S. (4× as
many crashes as non-debris-related between 2011 and 2014)
and approximately 1.3 million people dying of road traffic
crashes each year worldwide [3]–[5] statistically highlight the
importance of identifying unexpected obstacles on the road
ahead. However, such unanticipated road hazards (e.g., fallen
from loaded cargo) are usually small and not constrained in
the type, shape, texture or color. It is thus even difficult to
find a single training dataset with pixel annotations for all
possible obstacle types. For these reasons, it is desirable for
safety-critical applications like autonomous driving to develop
a semantic segmentation method to perceive not only known
roadside objects, but also unexpected obstacles in a classagnostic manner, even without proper labels.
Two integral tasks for scene understanding are depth estimation and semantic segmentation. In driving applications, depth
helps to assess the drivable free space in front of the vehicle,
whereas semantic segmentation plays a key role in discerning
roadside objects. While each addresses a different aspect
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in a scene, they bear strong correlations in their geometric
and semantic properties, guiding each other as prior knowledge [6]. In this sense, many depth estimation networks have
exploited this mutually benefiting relationship by embedding
semantic information into depth representation [7]–[9], or vice
versa [10]. However, these attempts do not fully exploit the
exchange of both contextual knowledge as the knowledge is
shared only in one direction.
Recently, LiDAR (Light Detection and Ranging) has
gained attention as a standard sensor for autonomous
driving applications since they provide highly precise
3D point clouds [11]–[13]. LiDAR-based approaches to
self-driving scenarios often involve sensor fusion of RGB
and 3D point cloud for object detection and 3D semantic segmentation [14]–[18]. However, such expensive sensors
incur high costs in the device and computation, limited range
and resolution at long distances, and sparse and noisy data,
which are not suitable for real-time processing. As a result,
cost-effective RGB-based methods for obstacle detection from
the semantic segmentation map [19]–[21] leverage 2D depth
information by direct depth input or estimation from stereo
RGB. With stereo RGB, we can also trace rectified disparities
of stationary and dynamic objects in absolute scale from
the epipolar geometry [22]. Note that we can obtain depth
by predicting disparity according to depth=b· f /di spari t y,
where b and f denote the baseline distance between the
two camera views and the focal length, respectively. In this
approach, we seek to leverage both semantics and geometry from stereo RGB to localize unexpected road hazards,
while reducing reliance on additional sensor inputs for
depth.
To this end, we propose an end-to-end network for Realtime Obstacle Detection via Simultaneous refinement, termed
RODSNet. Given a pair of stereo RGB images, RODSNet
jointly refines initial semantic and disparity maps in one stage,
discerning both trained and unexpected roadside obstacles. Our
network builds upon efficient single-task network architectures
to estimate initial semantic segmentation and disparity maps,
and adds a simple simultaneous refinement module to further
improve both results. While we target real-time obstacle
detection, this refinement module can also be coupled with
other high-performing single-task networks at the expense of
an increased computation time.
We highlight our main contributions in three-fold:
1) We propose a simple and efficient refinement module that simultaneously improves the predicted semantic segmentation and disparity maps. In contrast to
other attention-based approaches, our module exploits a
stacked hourglass network to promote contextual refinement with the initial semantic and disparity maps, and
the left (reference) RGB image as inputs.
2) Our network outperforms existing semantic segmentation networks for road obstacle detection.
RODSNet−2× achieves 2.6% and 1.7% improvements
in segmentation accuracy for small obstacles (IoU) and
all classes (mIoU), respectively, at 14.5 FPS inference
speed on our fused dataset (2048 × 1024 resolution).
Moreover, our ablation study demonstrates that it can be
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further tuned to better detect obstacles across all depth
ranges than previous methods.
3) The proposed network can be generalized to detect
unannotated obstacles on the road. RODSNet effectively detects obstacles even in the absence of proper
annotations by leveraging both semantic and geometric
contexts from our multi-task learning architecture.
The rest of this paper is organized as follows: we discuss
previous literature in Section II, describe the details of each
network module in Section III, discuss experimental and ablation results in Section IV, and lastly the concluding remarks
follow in Section V.
II. R ELATED W ORK
A. Feature Fusion
With wide availability of sensors nowadays, many
researches for object detection have introduced feature fusion
of multiple modalities. Using point clouds, [14] overcomes low
point cloud density from 4-layer LiDAR by temporal fusion
of point clouds as the physical cost and computation scale
with the number of scanning layers, and [15] combines RGB
and point cloud features with a point-wise transform module.
Sharing mutual information in semantic segmentation is also
shown to be effective through feature sharing [16]. While
fusing differently extracted features from a single modality
input may be sufficient for certain detection tasks, fusion of
multiple modalities such as semantics and geometry can be
beneficial, particularly for detecting small objects located at
far distances [23], [24]. We thus fuse the features for the
semantic, disparity, and raw RGB in our refinement module
to promote contextual information sharing across different
modality inputs.
B. Unexpected Obstacle Detection
Unexpected road obstacle detection task is to identify
never-seen-before objects in a road scene from the semantic
segmentation map. Often interpreted in the scope of anomaly
detection, several works [25]–[27] attempted to detect anomalous road patches by image resynthesis from the predicted
semantic label map. While they propose to leverage the spatial
consistency between RGB and the semantic map resulting
from a state-of-the-art segmenter, the focus is towards discriminating into binary classes (either anomaly or road surface).
Shifting the focus to localizing anomalous objects from the
semantic map, we build upon this segmentation coupling idea
to refine initial map estimates by two-way contextual learning
between semantic and geometric information.
In CNNs, the types of discriminative features learned from
RGB images can vary based on the network parameters such as
the width, depth and the kernel size of each layer. For example,
a large kernel size yields high-level features that describe the
image in a global scope. Reference [20] utilizes the low- and
high-level features from a road scene by combining them to
produce a refined segmentation map. However, this results in
three different CNNs which can preclude from deployment
in practical driving scenarios. Another sensible approach is
to merge different modalities, where disparity features are
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Fig. 2. Overview of the proposed end-to-end network architecture for class-agnostic obstacle detection. The network takes a pair of stereo RGB images to
infer semantic segmentation and disparity map simultaneously, from which it detects unexpected small obstacles (in brown). Best viewed in color.

embedded into semantic features, or vice versa, to improve
the result on either task [9], [10]. Sun et al. [21] also recently
showed that cross-modal learning from direct multi-modal
inputs helps further improve obstacle detection in semantic
segmentation. Following these traces of insights, we design
our refinement module to leverage efficient single-task architectures to estimate semantic and disparity maps and allow for
mutual exchange of both contextual information from the input
features. Specifically, we use the SwiftNet architecture [28] to
extract multi-scale base features and obtain an initial semantic
map, and AAmodules [29] to reduce the computational cost of
predicting disparity by using 3D cost volumes instead of 4D.
III. M ETHODOLOGY
In this section, we elaborate on each RODSNet module:
base feature extraction, initial semantic and disparity map
estimation, and simultaneous refinement. We aim to balance
two objectives for real-time perception: real-time inference
speed and high accuracy in unexpected obstacle detection.
A. Network Architecture
The proposed network architecture is illustrated in Fig. 2.
RODSNet is based on a multi-task learning scheme for semantic segmentation and disparity prediction. It takes a stereo
RGB pair as input and exploits initial maps from task-specific
branches in simultaneous refinement to improve both maps.
We build our network upon efficient semantic segmentation [28], [30] and disparity prediction [29] architectures, and
further improve the estimates with a lightweight refinement
for real-time driving applications.
B. Base Feature Extraction
In visual scene understanding tasks, the characteristics of
the extracted representation largely contribute to the end
result. High-level features store rich semantic information,
but boundary information is lost with low spatial resolution,
whereas low-level features capture edge details at the expense
of semantic information due to small receptive fields. Hence,
we employ a multi-image scale ladder-style feature extraction method from [28], [30] to capture both spatially and
semantically significant representations. For the base encoder
block (EB), we use an ImageNet-pretrained ResNet-18 backbone [31], a lightweight backbone widely used and available

Fig. 3. Base feature extraction. Intermediate features of the same scale are
1 , 1 , 1 ,
each summed to yield multi-scale base features of scales 14 , 18 , 16
32 64
1 . The network parameters are shared for both left and right RGB images.
128
EB denotes an encoder backbone block.

for visual recognition tasks such as image classification. The
semantic segmentation performance with this backbone is
known to be superior in this extractor design [28]. We further
examine different backbone structures in the ablation study in
Section IV-D.1.
In our base feature extractor as illustrated in Fig. 3, we
1
,
extract features of six different scale resolutions 14 , 18 , 16
1
1
1
,
,
.
By
feeding
images
of
H
×
W
,
H
/2
×
W/2
32 64 128
and H /4 × W/4 resolutions into the extractor, we can obtain
intermediate feature maps of smaller scales for each forward
pass through an encoder block. For instance, an input image of
size H × W results in a quarter resolution for the first encoder
block, and a half resolution for the rest. Following this method,
we can sum the intermediate features of the same scale to
acquire a set of multi-scale base features in six different scale
resolutions, after channel-wise projection to match the channel
size. This pyramidal fusion approach [28] has an advantage of
increased receptive field compared to spatial pyramid pooling
(SPP), which has access to image regions in a fixed-size
filter [32]. In addition, multi-scale features tend to be robust
to scale variance in recognizing objects. We share this base
feature extractor in estimating initial semantic and disparity
maps to reduce the computational cost.
C. Initial Semantic and Disparity Map Estimation
In estimating initial semantic segmentation and disparity
maps as depicted in Fig. 4, the two branches undergo slightly
different stages. In upsampling the multi-scale base features
for semantic map prediction, we repeatedly upsample the
1
, add the subsequent scale
coarsest feature map of scale 128
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scale-wise cost volume Cs ∈ Rs·H ×s·W ×s·Dmax at location
(h, w) for disparity candidate d, where H, W, Dmax represent
the image height, width and maximum disparity, respectively,
is obtained as follows (Eq. 1):
C s (h, w, d) =

Nc
1 
Fls (h, w, c), Frs (h, w − d, c), (1)
Nc
c=1

where
c, ·, · denote scale-wise left and right disparity
features, channel, and the inner product, respectively. The
inner product result for disparity candidate d is averaged along
the channel for a total of Nc channels. Then the obtained
value is stored at d t h index in the cost volume Cs , where
s
d∈{0, 1, . . . , Dmax
− 1}. The scale-wise maximum disparity,
s
or the channel dimension, is adjusted according to Dmax
= s·
Dmax to account for proportional scaling in the search range in
coarser scales, thereby reducing the number of computations.
We set the maximum disparity Dmax to 192 pixels. Note
that for rectified stereo images, correlation along the width
direction alone suffices as they are of the same height.
The cost aggregation using ISA and CSA in the stacked
AAModules [29] is one effective way to obtain reliable
matching even under local ambiguities such as low-texture and
thin, edge-fattening regions. The stacked AAModules consist
of Ns adaptive Intra-Scale Aggregation (ISA) modules and
an adaptive Cross-Scale Aggregation (CSA) module, where
Ns is the number of feature scales in S. ISA allows for
adaptive sparse K 2 -point window-based sampling for efficient cost aggregation [38] and improved learning of object
boundaries and thin structures by adding an additional pixel
offset pk , and achieves content-adaptive cost aggregation
K 2 for each
with additional position-specific weights {mk }k=1
K2
pixel location p = (h, w). We obtain pk and {mk }k=1
by deformable convolution [39]. CSA, on the other hand,
adaptively combines the multi-scale cost volumes from ISA
by adopting the transform function f s  s from HRNet [40]
as shown in Eq. 2. Following this approach, we obtain the
s
scale-wise aggregated cost volumes Ĉs ∈Rs·H ×s·W ×Dmax for
each disparity candidate d as follows:
Fls ,

Fig. 4. Semantic segmentation (in yellow background): multi-scale features
are successively upsampled to produce an initial semantic map estimate of
1 resolution of the original. Disparity prediction (in gray background): we
4
1 and compute a
correlate the multi-scale disparity features of scales 14 , 18 , 16
multi-scale 3D cost volume, aggregate costs, and produce an initial disparity
map estimate in three different resolutions. Grayscale maps are used only for
training.

feature, and apply 3 × 3 convolution until we obtain the
semantic features of scale 14 . This closely follows the upsampling stages in SwiftNet [28]. We do not apply softmax and
keep at 128 channels in order not to lose the rich semantic
information from reducing the channel dimension [33].
Similar to the initial semantic map, we retrieve multi-scale
disparity features from a separate, yet the same upsampling
structure. We acquire the set of intermediate features of scales
1
1
1
16 , 8 , and 4 in the upsampling stage, denoted together
as multi-scale disparity features for convenience. These
scale-wise features are fed into the stacked Adaptive Aggregation Modules (AAModules) in AANet [29] in the following disparity prediction stage as the stacked AAModules
require three differently scaled features as input. We use the
upsampled intermediate features from the base extractor to
exploit the rich semantic information in the extracted features.
We empirically observed that using the feature extractor from
AANet [29] instead of our base feature extractor and the
disparity upsampling structure resulted in significantly lower
obstacle detection (IoU) and overall (mIoU) semantic segmentation results.
Key components in stereo matching algorithms are stereo
matching cost computation by forming a cost volume, and
cost aggregation. In stereo vision, it is a common practice to
construct a cost volume in order to constrain the model, keeping the geometry knowledge in stereo vision [34]. While the
existing high-performing stereo matching algorithms [35]–[37]
compute 4D cost volumes by using 3D convolutions, but this
goes against our real-time inference objective due to increased
computations. We therefore adopt stacked AAModules, which
efficiently aggregate multi-scale 3D cost volumes using 2D
convolution operations to reduce the computational memory
footprints.
As shown in Fig. 4, we compute scale-wise 3D cost volumes
1
} by
Cs from the stereo features for scale s ∈ S = { 14 , 18 , 16
correlating the left and right features of the same scale s. Each

Ĉs =

Frs ,


s  ∈S



fs  s


K2

k=1

ISA







wk · Cs ( p + pk + pk , d) · m k


,


CSA

(2)
with

fs s

⎧
s
⎪
⎪
s > s
⎨log2 ( ) 3 × 3 conv. (stride 2),
s
= I,
s = s
⎪
⎪
⎩
bilinear upsamp.(× ss ), 1 × 1 conv, s  < s

where I denotes the identity function, and pk is the fixed offset
to pixel p as used in many window-based cost aggregation
approaches. If the input scale to CSA, s  , is greater than s,

we apply log2 ( ss ) number of stride-2 3 × 3 convolutions. If s 
is smaller than s, we bilinearly upsample and apply 1 × 1
convolution to align the number of channels.
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E. Loss Functions
In our disparity prediction module adopted from [29],
we penalize scale-wise disparity map in our disparity loss
to be more robust in scale-variant conditions. The predicted
1
scales are first bilinearly
disparity maps of 14 , 18 and 16
interpolated to the original size H × W , and then Ldisp is
computed using the smooth L1 loss [42] over pixels and scales
as follows (Eq. 4):



Ldisp =
λs
smooth L1 d̂s (h, w), dsgt (h, w) ,
Fig. 5. Refinement: initial semantic and disparity maps, and the left RGB
(reference) image are fed into N × hourglass network, and then upsampled
with skip connections. The effect of the red branch is studied in ablation.

We then convert the aggregated cost for each scale and
disparity candidate to probability volumes via soft argmin [34],
which provides full differentiability and smooth disparity
values. We express the initial disparity map for each scale,
d̂s (h, w) ∈ Rs·H ×s·W , as follows (Eq. 3):
s
Dmax

d̂s (h, w) =




d × σd Ĉs (h, w, d) ,

(3)

d=0

where the aggregated cost volumes, Ĉs (h, w, d), are converted
to the probability of disparity being disparity candidate d via
the softmax function, σd (·). In comparison with AANet [29],
our scales set S for the predicted disparity maps are smaller
1
1
} vs. { 13 , 16 , 12
} resolutions), further reducing the
({ 14 , 18 , 16
number of computations.
D. Refinement
We design a refinement module that can be performed with
a low memory cost and a fast inference speed. To this end,
we use semantic and disparity maps of smaller resolution than
the original ( 14 ) as input as shown in Fig. 5. To alleviate for the
lost information in the two initial maps, the original left (reference) RGB image is also used as input. After matching the
dimensions of all three inputs to 14 resolution and the channel
size to 32 by a channel-wise projection, the features are fused
by concatenation, which then undergo an N-stacked hourglass
network [41] with a skip connection to the end of this stacked
network. Using the hourglass network, we exploit the symmetric distribution of capacity between bottom-up and top-down
processing of our fused input features. Our key objective here
is to balance cross-modal contextual learning and a stacked
hourglass structure allows for repeated symmetric learning.
The output of this network is then deconvolved with a
4 × 4 kernel, a stride of 2 and a padding of 1 (for disparity),
and bilinearly upsampled (4×) after channel-wise projections
(for semantic) simultaneously for refinement. The upsampling
method for each task was designed empirically; an identical
upsampling method did not benefit both tasks simultaneously.
We also add shortcuts from the initial maps to mitigate the
vanishing gradient problem. For the following experiments,
we hereafter designate our network with a single (N=1) hourglass refinement as RODSNet and the network with N-stacked
hourglass as RODSNet-N×.

s∈S∪{1}

(h,w)

(4)
with

⎧
1,
⎪
⎪
⎪
⎨1,
λs =
⎪
2/3,
⎪
⎪
⎩
1/3,

for
for
for
for

s
s
s
s

=
=
=
=

1
1/4
1/8
1/16,

where λs is a scale-wise scalar coefficient, and d̂s and dsgt
are the predicted and ground truth disparity values at pixel
location (h, w) and the scale s, respectively.
As semantic segmentation can be interpreted as pixel-wise
categorization, cross-entropy (CE) loss, which equally weights
all pixels, has been the standard loss for this task [21], [43].
However, CE loss suffers from not recognizing the edges in
pixel-level granularity and does not consider imbalanced class
distributions. Especially in fusing datasets that contain uneven
and biased distributions toward certain frequent classes, class
balancing should not be neglected. Motivated by [28], [44],
we modify the focal loss by incorporating the modulating
factor δ as follows (Eq. 5):

(5)
Lsem φ( p), φ̂( p) = −δ( p)eγ (1−Pt ) log(Pt ),
where φ( p) and φ̂( p) are the ground truth and the predicted semantic label for the pixel p, respectively, and Pt
is the softmax probability corresponding to the ground truth
class. δ is the modulating factor to balance by prioritizing
poorly classified pixels based on two criteria: distance to the
correct semantic boundary and class-balancing by frequency.
We express this modulating factor as follows (Eq. 6):
δ( p) = α( p) · β( p)




f r eqc ( p) −1
d E DT ( p)
· log 1 + +
,
= ex p −
2σ
Np

 E DT  


Semantic boundary

Class balancing

(6)
with
d E DT ( p) =


C

min  p − q2
q∈C

∀ p ∈ G H ×W ,

where d E DT is the distance from the nearest semantic border
to the pixel p calculated by the Euclidean distance transform
(EDT), and σ E DT is the standard deviation of all the transformed distances. N p denotes the total number of labelled
pixels in the entire dataset and f r eqc is the frequency of the
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those with semantically heterogeneous class annotations (e.g.,
free space vs. road, and background vs. 18 Cityscapes classes
except road). For the NC set, the loss is straight-forward
with our Lsem from Eq. 5, but for the conflicting set, we
re-assign the pixel label in each dataset with the corresponding
class from the standard annotation set Dc . For instance, we
re-assign the pixel belonging to the free space class in the
Lost and Found with the road class label in the Cityscapes.
We repeat this procedure for all images in both datasets to
compute the multi-dataset fusion semantic loss. We validate
this multi-dataset fusion method through an ablation study in
Section IV-D.1.
The final multi-task loss Lmult i−t ask is then the combination
of the multi-dataset fusion semantic loss and the disparity loss
with scaling coefficients λsem and λdisp as in Eq. 8:
Fig. 6. Visualization of (a) ground truth semantic segmentation, the effect
of (b) the semantic boundaries term α and (c) the modulating factor δ with
= 1×10−1 . Objects are more vividly outlined with semantic boundary and
class-balancing terms applied. Note the brighter the color, the greater class
weight given in the semantic loss.

ground truth class for the pixel. We empirically adjust to
precisely regularize the class balancing term β.
In order to visualize the effect of the modulating factor δ,
we employ the distance transform method [45], a technique
to compute the distances from each pixel to the boundaries of
digital shapes in binary images. In the transform, we calculate,
for each pixel p, the L 2 distance to the nearest unmasked pixel
q, where p is any pixel in the image grid space G H ×W and
q is the closest valid pixel belonging to the set of classes, C
in Eq. 6. In Fig. 6, we visualize, for each pixel, the α- and
δ-transformed distance maps, where small obstacles are better
distinguishable from other classes with the modulating factor
in effect.
For obstacle detection in semantic segmentation in a supervised approach, it is necessary to acquire a large-scale dataset
containing class labels for the objects of interest. However,
no single comprehensive dataset is available in the research
community that contains fine annotations for semantic segmentation of roadside objects as well as unexpected obstacles
altogether. Thus, we adopt the multi-dataset fusion method as
outlined by RFNet [21] to formulate our obstacle detection on
both Cityscapes and Lost and Found datasets.
The two datasets are both collected from urban road
scenes, but they are largely heterogeneous in the annotations.
We therefore re-assign the labels for the coarse Lost and
Found annotations according to the fine Cityscapes annotations, which we denote as the standard annotation set Dc .
M F for each
We thus define our multi-dataset fusion loss Lsem
pixel p in Eq. 7:


MF
NC
φ( p), φ̂( p) + ½ Dc ( p) · LC
( p) = Lsem
Lsem
sem φ( p), φ̂( p) ,
(7)
where ½ is the indicator function. The class set NC (“No
Conflict”) corresponds to the pixels with semantically unique
class annotations in each dataset (e.g., small obstacle in Lost
and Found), and the class set C (“Conflict”) corresponds to

MF
+ λdisp Ldisp .
Lmult i−t ask = λsem Lsem

(8)

This multi-task loss allows to exploit both semantic and disparity features to predict obstacles class-agnostically. Using stereo
RGB as input, our network is able to distinguish obstacles
of various sizes, shapes and textures robustly by leveraging
the initial semantic and disparity maps and simultaneous
refinement. In particular, our refinement plays a vital role in
associating spatial contexts with semantic maps to discriminate
unseen obstacles on the road from others. We demonstrate that
our network can detect untrained obstacles far better than the
previous approaches in the experiments.
IV. E XPERIMENTS
We evaluate our method on datasets with both disparity and
semantic segmentation annotations including KITTI 2015 [47],
Cityscapes [48] and Lost and Found [19] as summarized in
Table I. For all of our experiments, we initialize the base
feature extractor and the disparity module with the weights
learned by pretraining on Scene Flow [46] since our target
segmentation datasets provide disparity maps calculated by
Semi-Global Matching (SGM) [49], which may not be as
precise or dense as the ground truth disparity maps computed
from 3D motion vectors for each pixel in Scene Flow. Furthermore, we conduct extensive ablation studies on the fused
Cityscapes and Lost and Found dataset to examine the effects
of the semantic loss factors, multi-dataset fusion, different
backbones, pretraining initialization, and refinement structures
on both semantic segmentation and disparity performances.
In the following subsections, we present the details and
analysis of our experiments.
A. Datasets
The Scene Flow dataset is a synthetic dataset from a
3D rendered environment, consisting of 35,000 stereo RGB
frames from three different categories FlyingThings3D,
Driving, and Monka at 960 × 540 resolution. It provides
precise disparity maps computed from the rendered 3D position map, but it does not provide semantic annotations. We take
advantage of the ground truth disparity annotations to better
initialize our base extractor and disparity predictor.
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TABLE I
T RAINING D ATASET D ESCRIPTIONS

The KITTI 2015 benchmark is a real-world urban driving
dataset and consists of 200 training and 200 test scenes
selected from the raw KITTI data. To simultaneously train the
network for disparity and semantic segmentation, we merged
the KITTI Stereo 2015 and Semantic Segmentation 2015
benchmark datasets, where each contains sparse disparity maps
from the Velodyne laser scanner and pixel-wise semantic
annotations for each pair of stereo RGB images, respectively.
We divided this dataset by the standard 80-20 rule for training
and validation, and randomly cropped the images to 896 ×256
resolution.
The Cityscapes dataset was a large-scale street scene
dataset consisting of 5,000 densely annotated stereo RGB
frames at 2048 × 1024 resolution collected from 50 different
cities. It provides depth annotations computed by SGM and
pixel-level semantic labels. The dataset is split into 2,975
(train) and 500 (validation) images for our experiments, randomly cropped to 768 × 768 and scaled by a random value
between 0.5 and 2.0.
The Lost and Found dataset is another challenging stereo
scene dataset to detect unexpected road obstacles, including
the smallest obstacles of 5 cm in height [23]. It contains 2,239
stereo RGB frames, where only 2,104 frames are annotated
with small obstacles. The remaining frames contain road
hazards without pixel labels (“unseen”). We split the data
into 1,036 and 1,203 for train and validation, respectively.
The small obstacle semantic label includes categories ranging
from standard objects (crates) and humans (kids) to random
hazards (bumper, cardboard box, headlight, tire, plastic bag,
styrofoam) and “emotional“ hazards (ball, bicycle, dog) [19].
The other free space class is analogous to road class in
Cityscapes, except that it only covers a portion of the drivable
free space in front of the vehicle upon which small obstacles
are located. The pixels outside the drivable space belong to
the background class. The ground truth disparity maps are
estimated with SGM. Similar to Cityscapes, we randomly
cropped to 768 × 768 and scaled by a random value between
0.5 and 2.0. We visualized sample left RGB and ground truth
labels from Cityscapes and Lost and Found in Fig. 7.
B. Implementation Details
We performed our experiments on a single Nvidia Titan
X GPU with CUDA 10.0, CUDNN 7.6.0, and PyTorch 1.2.0.
To account for variations in scale and color, we added random
crop and scaling transforms, and set the levels of brightness, contrast and saturation jitter to 0.5. We omitted color
jitter transforms for Cityscapes and Lost and Found due to
performance degradation issues. We trained the network on

Fig. 7.
Sample left RGB image and ground truth annotations from
(a) Cityscapes and (b) Lost and Found.

SceneFlow for 350 epochs with a batch size of 8, on KITTI
2015 for 600 epochs with a batch size of 10, and on Cityscapes
and Lost and Found for 400 epochs with a batch size of 4.
We set Adam optimizers [50] with the parameters β1 = 0.9,
β2 = 0.99 and the weight decays of 2.5 × 10−5 , 1 × 10−4 ,
2.5 ×10−4 , and 2.5 ×10−4 respectively for the encoder blocks
in our base extraction, the upsampling stages in the initial
map estimation, the disparity prediction, and the refinement
modules. Using a cosine annealing scheduler, the respective
initial learning rates 1×10−4, 4×10−4 , 1×10−3, and 1×10−3
are all decayed to 1 × 10−6 in the last epoch.
We employed pixel-level metrics to evaluate the semantic
segmentation and stereo matching performances. A common
measure of segmentation accuracy is the Intersection over
Union (IoU), often called Jaccard index, which accounts for
the ratio of the area of overlap to union between the predicted
and the ground truth pixels, and is represented in Eq. 9:
IoU =

TP
T P + FP + FN

(9)

where TP, FP, FN denote true positive, false positive, and
false negative pixels, respectively. The average of IoUs for
all classes is thus the mean IoU, or mIoU. For disparity
accuracy, the averaged end-point error (EPE) [51] is defined
as the mean of absolute Euclidean distance errors among
1
all pixels, or E P E = N pixel
pi xel dgt − d̂2 . D1 error is
another disparity evaluation metric for the percentage of pixels
whose estimation error is ≥3px and ≥5% of the ground-truth
disparity. We consider D1-all and D1-bg for pixels corresponding to the entire image and background, respectively.
These performance metrics were used for direct comparison
with the existing networks.
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TABLE II
B ENCHMARK T EST C OMPARISON ON Scene Flow AND KITTI 2015
B ENCHMARK T EST, IN A D ESCENDING O RDER OF D1-all.
† D ENOTES A R EAL -T IME N ETWORK

Fig. 8.
Predicted disparity error maps on KITTI 2015 benchmark test.
RODSNet suffers only slightly for pixels with shades compared with
SegStereo, but can infer 20× faster. The color scheme in the legend indicate
blue for low and red for high error.

D. Unexpected Obstacle Detection

C. Disparity Benchmark
We first initialize the parameters for the base extraction and
the disparity prediction modules by pretraining the network,
excluding the semantic prediction and refinement modules,
on Scene Flow. In pretraining, we utilize the local-guided
aggregation from GA-Net [36] as a disparity refinement
method, following the AANet [29]. In Table II, we found
that our pretrained network achieves disparity performance
on Scene Flow test set on par with that of AANet+. While
AANet+ is an AANet variant with the hourglass networks
and 2D convolutions in the refinement replaced by their
deformable counterparts, the major difference between the
disparity prediction module in RODSNet and AANet is in the
base feature extraction. This result shows that our base features
are sufficiently effective for learning geometric information.
With the promising pretrained network, we benchmarked
our network on the KITTI 2015 using our refinement module.
We empirically set λsem :λdisp to 3:7 in our loss for better
disparity learning. As shown in Table II, our disparity prediction results are lower than those of AANet or AANet+.
We note that this performance degradation from joint learning
of multiple tasks is supported by [52], which asserts that
learning different tasks simultaneously using distinct loss
functions yields worse performance compared with singletask learning. On the other hand, we also note that our
real-time multi-task learning scheme outperforms [9] on the
KITTI dataset, while other outperforming networks [7], [10]
suffer from increased inference time, which is not viable
for practical driving scenarios. We qualitatively compare the
disparity prediction results between RODSNet and a slightly
better SegStereo [7] in Fig. 8.

We conduct obstacle detection experiments on the blended
validation set consisting of all stereo RGB images from
Cityscapes and Lost and Found after resolving annotation
conflicts with our multi-dataset fusion approach. The network
is, again, pretrained with Scene Flow as in the disparity
benchmark. The results in Table III shows the semantic segmentation results on all 20 trained classes (19 from Cityscapes
and small obstacle from Lost and Found). Following the
insight on setting the loss ratio for the best balance [10],
we set the λsem :λdisp ratio to 10:1 to focus more on semantic
segmentation of obstacles. Note that our network differs from
SwiftNet [28] in that our disparity prediction module is
added in parallel and simultaneous refinement is performed.
Compared with RFNet [21], RODSNet additionally introduces
RGB in feature fusion of semantic and disparity features, and
applies an additional refinement.
As a result, the mIoU is improved by 1.9% for RODSNet
and 1.7% for RODSNet-2×. RODSNet-2× also outperforms
RFNet in segmenting small obstacle by 2.6%. We also observe
that there is a trade-off between learning to segment the small
obstacle class and the remaining 19 classes. The network
learns to use disparity features as a context to semantics better
with a double-stacked hourglass network in refinement than
with a single hourglass. Although the disparity results from
the KITTI benchmark test were relatively lower, the high
small obstacle accuracy for RODSNet-2× shows that the
learned depth information is well-exploited in the refinement,
especially with a double-stacked hourglass network.
We illustrated the semantic segmentation predictions for
small obstacles both with and without proper annotations in
Fig. 9. With RODSNet-2× outperforming RFNet on segmenting small obstacles, it effectively distinguishes the unannotated
obstacles (shown in black in ground truth) as obstacles in
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TABLE III
P ER -C LASS I O U (%) R ESULTS ON VALIDATION S ET OF THE F USED D ATASET F ROM Cityscapes AND Lost and Found. C LASS L ABELS : ROAD , S IDEWALK ,
B UILDING , WALL , F ENCE , P OLE , T RAFFIC L IGHT, T RAFFIC S IGN , V EGETATION , T ERRAIN , S KY, P EDESTRIAN , R IDER , C AR , T RUCK , B US , T RAIN ,
M OTORBIKE , B ICYCLE AND S MALL O BSTACLE ( FROM L EFT TO RIGHT )

Fig. 9. Comparison of our semantic segmentation results (RGB input) with RFNet (RGB-D input). RODSNet-2× is better generalized to detect unexpected
small obstacles without proper annotations.

TABLE IV
C LASS -BALANCING T ERM β VALUES BY VARIOUS FOR THE F USED
D ATASET C LASSES ( FROM Cityscapes AND Lost and Found).
M I O U F ROM RODSN ET

Fig. 10. Examples of detected small obstacles and the corresponding disparity
predictions by RODSNet−2×: bobby car, ball, car bumper, dog, in order.

addition to detecting those labeled. In Fig. 10, this network
correctly segments obstacles in various shapes, sizes and
locations with the learned depth maps as contexts.
1) Ablation Study: To examine how balancing the class
weights for the blended dataset influences the overall segmentation accuracy, we explored the class-balancing term values
β for various values from our semantic loss. In Table IV, the
class-balancing term value is high if less frequently seen in the

dataset (e.g., bicycle) and low if more frequent (e.g., road). The
mIoU consistently increases for increasing up to 1×10−1
with the class balancing term ratio (Max/Min) decreasing,
where Max and Min are the maximum and minimum β in
the Cityscapes, respectively. As this ratio approaches one,
we observed less of this effect as all classes, including the
small obstacle, are equally scaled by β. We thus empirically
found that less frequently seen classes should be accounted
with a slightly greater weight than those more frequently
seen for performance, with
= 1 × 10−1 throughout the
experiments.
We also investigated ways to further refine the obstacle
detection accuracy in the refinement module by fusing the
input features by addition or concatenation, multiplying the
final semantic segmentation activation map by the final disparity values for all pixels in the small obstacle channel (a),
same as (a) but multiplying with the final disparity values
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TABLE V

TABLE VI

A BLATION S TUDY ON THE R EFINEMENT M ODULE

A BLATION S TUDY W ITH RODSN ET ON THE F USED VALIDATION S ET

Fig. 11. Small obstacle IoU from RFNet and RODSNet variants for comparison. RODSNet-2×(b) especially outperforms RFNet in depth ranges
greater than 20m.

incremented by one (b), and incrementing the initial disparity
map values by one (c). We illustrated (a) in red in Fig. 5.
In Table V, we show that feature fusion by addition results
in lower small obstacle detection accuracy (IoU) than by
concatenation. We thus fused features by concatenation for
the ablation study on (a), (b), (c). Also, we observed that
N = 2 in the N-stacked hourglass network yields the best
performance by the overall mIoU and the small obstacle IoU.
We validate our hypothesis that the element-wise multiplying the semantic segmentation activation map by the disparity
values would reinforce contextual learning by better tuning the
weights through gradient backpropagation. With the addition
of (a), the small obstacle IoUs for both RODSNet-(a)
and RODSNet-2×-(a) increased. While we experimented
with multiplying disparity values for all 20 channels (classes),
the small obstacle IoU barely had any improvement since all
pixel-wise class semantic probabilities were also scaled by
the disparity values in the corresponding channel. In addition,
incrementing the final disparity map values by one resolved the
difficulty in learning objects at far distances where disparity
value reaches zero. Combining these two insights, as shown
in Fig. 11, RODSNet-2×-(b) achieves significantly higher
small obstacle detection rate than RFNet at far depth ranges,
where the maximum depth is set to 100 m.

Further examining the effects of the semantic loss factors α,
β and δ, our multi-dataset fusion strategy, different backbones,
pretraining initialization, and refinement structures in Table VI,
we observed the importance of each operation. In our semantic
loss, removing the semantic boundary factor α yielded more
severe degradation in the obstacle segmentation accuracy
than β, while the class balancing factor manages to trade
off obstacle and overall segmentation accuracy. In addition,
different backbone structures in our base feature extractor
resulted in lower mIoU. EfficientNet-B0 [61] can be effective
on complex datasets with its compound scaling strategy, but
we found that it is less effective in our multi-task learning
framework. Moreover, while the lightweight inverted residual
structure in MobileNet v2 [62] reduces the disparity errors,
it does not further improve the semantic segmentation accuracy
as much as ResNet-18. We experimentally found that without
initializing the base feature extraction and the disparity prediction modules by pretraining on Scene Flow, the disparity
error increased. In the refinement module, we also found
that stacking two hourglass networks yields more competitive
results in semantic segmentation for small obstacle detection.
V. C ONCLUSION
In this paper, we proposed RODSNet, an end-to-end realtime obstacle detection network by means of simultaneous
refinement of semantic and geometric cues. RODSNet eliminates the need for additional depth input by leveraging stereo
RGB in a multi-task learning pipeline. Built upon existing
efficient single-task network architectures, RODSNet effectively learns semantic segmentation and disparity maps, and
promotes contextual exchange of information in the refinement
stage. The experimental results on the fused Cityscapes and
Lost and Found dataset show that it outperforms existing
semantic segmentation networks in detecting unexpected small
obstacles. In addition, the ablation study demonstrates that
merging the two final maps at the end of refinement can boost
obstacle detection performance in all depth ranges. RODSNet
also achieves competitive performance in not only detecting
the known obstacles, but also those without proper annotations
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in real-time. We hope to further develop this network to detect
obstacles under adverse and dynamically changing weather
conditions for safe self-driving.
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